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1 Introduction

The goal of this note is to study and analyze the following simple procedure for unconstrained
convex optimization:
Tpg1 = xp — eV f(x4).

Here and in the remainder we assume f is differentiable (so Vf(x) is well-defined). We note
that much of the analysis carries over to the non-differentiable convex functions by using any
sub-gradient.

In contrast to cutting plane methods, these gradient methods usually have poly(1/e) conver-
gence to an e-approximate solution, but have much better dependence on the problem dimension n.
At the end we will also show that such dependencies are necessary by constructing and analyzing
certain hard instances for gradient descent.

1.1 Approximate Solutions

We consider more formally what it means to produce an approximate solution:

Definition 1. Let f : R™ — R be a differentiable convex function with optimizer x* := arg min, f(x).
e = has e-function gap if f(z) < f(z*) +¢&;
o x is e-close if ||x — x*|]2 < g;
o z is e-critical if ||V f(z)|l2 < e.

These three notions of approximate solutions are in general incomparable, and their importance
depends on the application at hand.

Exercise 1. Compute the function gap, distance to opt, and gradient for the following:

1. f(z) = ||z]3/2:
2. f(z) = || Az — b3;
3. f(Q) = —logdet(Q) + >, Ni(zs, Qu;).



1.2 Assumptions
We need some assumptions on our initial iterate and the function in order to guarantee any reason-
able approximation. The following are natural assumptions satisfied by many functions in practice.

Definition 2. f:R"™ — R is G-Lipschitz if
Yo,y |f(y) = f@)] < Glly — 2.

This intuitively allows us to relate f to an affine function with slope G. We can also relate f to
quadratic functions, which are the next simplest convex functions. Recall the first-order definition
of convexity:

Ve,y: o fy) = f@) +(Vf(2),y — ).
Definition 3. f:R"™ — R is a-strongly convez if
Vay: o f(y) 2 f@) + (VF@)y —a) + Sy - 3
f is B-smooth if
Ve ) < @)+ (Vi@)y— ) + oy -l
Note that the first gives a stronger lower bound than standard convexity, whereas the smooth-

ness condition gives an upper bound. In both cases this allows us to compare our function to a
convex quadratic, which is much simpler to analyze.

Claim 4. For quadratic ¢,(z) := qo + (b,x — z0) + 3 ||z — z0||3, we can optimize

- o1z . : b
mxlnqv(x) =dqo— oy with z* = argmzmqv(x) =x9— —.

We leave the proof as an exercise (show directly by computing gradient and setting to 0).

Exercise 2. 1. If f is a-strongly convez, then it is also o -strongly convex for any o < a. Le.
strong convexity is an increasingly strong assumption for « increasing;

2. If f is 3-smooth, then it is also B'-strongly convex for any B > (. ILe. smoothness is a
weaker assumption for B increasing;

3. If f,g are oy, ag-strongly convex and By, By-smooth, respectively, then f-+g is op+ay-strongly
convex and By + B4-smooth;

Exercise 3. Twice-differentiable f is 3-smooth iff the gradient is B-Lipschitz:
Yo,y V(@) = VI@)ll2 < Bllz — yll2.

The above gives a bit of intuition as to the usefulness of smoothness: gradient descent takes
the locally steepest direction of improvement; so if the gradient changes slowly, then this remains
a good direction for some bounded distance, guaranteeing significant improvement in each step.

The point of the above assumptions are that they allow us to relate various notions of approx-
imate solutions.

Fact 5. Let x* be the optimizer of f, which is (1) G-Lipschitz, (2) 3-smooth, and (3) a-strongly
convez, respectively. Then

1 f(x) = f(z¥) < Gllz — 2%l
2. f(x) = f(z*) < 5llz — 2*[3;

3. f(z) - fla*) < OB ong f(@) - £(2*) > 2o — 273
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2 Analysis of Gradient Descent

Intuitively, if we have a simple quadratic function, theorem [4 shows how to find the optimum
directly. In general, convexity (and strong convexity and smoothness) allows us to approximate
our function f by an affine or quadratic function. The algorithm and analysis of gradient involves
using these proxies to compute updates and reason about the progress made.

Theorem 6. Let f be a-strongly convex and B-smooth, and consider update

1
T4l = Tt — *Vf(ilft)

g

Then the function gap of iteration T' can be bounded as

OZT
f@w)ﬂf>s<1ﬂ)<f@@f@ﬂx

i.e. we achieve e-relative function gap in O(klog(1/e)) iterations, where k= B/a.

Proof: The update step can be derived as the optimizer of the proxy given by smoothness:

ret = argmings(e) == argmin f(zg) + (V/(x),2 — ) + 5 o — a3,

where the minimum calculation follows by theorem @ By smoothness we have f < gg, so we can
show significant progress in function value:

V@)

20 ’
where again the last step was by theorem |4 Next, we use strong convexity to show that this gives
a significant improvement:

f(@i1) < qp(e1) = f(21)

where we applied theorem (3) for a-strongly convex f. Putting this together gives
flaeen) = f(@") = (f(@e1) = f@e) + (f (@) — f(27))

V£(z)|3 N X
< IV 4 (1) - 1) < (1= @) - 1))
where in the second step we used the upper bound for the update, and in the final step we used
that theorem [5|(3) to compare the gradient norm and f(z;) — f(z*). O

Note that the above gives exponential convergence in terms of function gap. Also by theorem
we can show convergence in terms of the solution ||x; — 2*||2 and gradient |V f(z)||2. The above
setting is in some sense the most structured, since we have upper and lower bounds on f via
smoothness and strong convexity. The next most structured setting involves only smoothness.

Theorem 7. Let f be B3-smooth, then for update

Vf(x)
ﬁ )

Tyl = Tt —
the gradient norm can be bounded

gﬁHVﬂ%wasﬁﬁ@w;fW>)




Proof: In each iteration, we make progress in the function gap proportional to the gradient
norm squared. Therefore the gradient cannot be large for too many iterations:

26(f(xo) — f(27))
T ;

min ||V f(z)])2 < Z IV f ()] Z 2B(f(x1) = f(x41)) <

te[T]
te (1]

where the first step is by averaging, in the second we used the smoothness property and the descent

2
lemma as above f(xy1) < f(z¢) — %, and in the final step we used f(zr41) > f(z*).
Note that the initial requirement on function gap may be hard to show. But if we have a bound
on the distance ||zg — 2*||2 < R, then this gives a guarantee by smoothness:

(o) = f(x:) < Bllzo — 2™||3 < BR®.
We can also show convergence in the function gap via a different argument.

Theorem 8. Let f be 3-smooth and assume ||xg — x*||2 < R. Then for update

Tt41 = Tt — Vf(xt)
ﬂ )
the function gap can be bounded as
: « R?
flar) = f(a") = min ) - fa) S -

i.e. we achieve e-relative function gap in O(1/¢) iterations.

Proof: By theorem [ we argue that

. . p
Te41 = argmingg(z) := argmin f(z¢) + (Vf (@), 2 —20) + S llw — zt)3.
By the smoothness condition, this guarantees improvement in the objective

IV f ()3
26 ’

In order to argue about optimality gap, we further relate teh gap between f and gg at the optimum:

f(xer1) < qg(@egr) = f(ze) +(Vf(2e), 2p41 — 24) + §||33t+1 —xl|3 = flay) —

£ + Sl — 2l > £+ (@), — o) + 5 — il = gs(a”)
> 45(eenn) + (Vas(oen), #* = ze) + 5 o =zl
> flae) + Slle* — B,
where the first step was by convexity of f, the third step follows by S-strong convexity of ¢z (as g3
is the sum of an affine function and /3/2 times distance squared, along with the fact that x;; is the

optimizer of gg so the gradient term vanishes, and in the last step we used 3-smoothness condition
to upper bound gg > f. Rearranging gives

(i) — f(z¥) <

(lz* = @ell3 = llz* = ze1]13)-

w\m



Then we can apply a telescoping argument to show

T—1 T_1
1 * 1 B * 2 * 9 5”360 _x*H%
T ;(f(xtﬂ) @) < 5 3 Sl — @l o — ) < P

t=0
where in the last step we used telescoping and ||z — x*||2 > 0. Finally, to argue about the last

IVA@O)I3
28

iterate, the descent lemma above shows f(xy+1) < f(zy) , i.e. the function values are

non-increasing, so the last iteration has minimal value. O

The non-smooth setting is the least structured, and will have worse guarantees.

Theorem 9. Let f be G-Lipschitz and assume ||zg — x*||2 < R. Then for update

2
Tey1 =t — NV f(zy) where n:= %’
the function gap can be bounded as
R2G?
) iy <
min fle) = @) S\ =

i.e. we achieve e-relative function gap in O(1/?) iterations.

Proof: By the same theorem 4 we argue that
. . 1
Tip1 = argrrgnqn(x) 1= argmin fz) +(Vf(ze),x —x) + %Hw — x¢||3.

But without smoothness this does not necessarily give us a direct guarantee for our function. In
fact, the update may cause an increase in the objective function. We instead use convexity to argue
that each iteration guarantees either function improvement or distance improvement:

1 1
f@®) + i wil3 > (@) + (V (o), a* = we) + i zel3 = an(a”)

* 1 *
2 @n(@i11) + (Vay(ze1), 2" — 2441) +%Hx — a3

_,’7||vf(93t)||%

= f(zt) 5

1 * 2
+ 2n||33 Teyll3,

where the first step was by convexity of f, the third step follows by 1/n-strong convexity of g,
(since gy is the sum of and affine function and 1/7 times norm squared), and in the final step we
used theorem E| for the proxy ¢, which is optimized at x;y1. Rearranging, we have a bound on the
function gap in each iteration:

2
) = ) <L 2 — o — )

We can bound the first term using the Lipschitz condition. For the second term, note that this
is large iff x4y1 gets much closer to the optimum z* than x;; since we have an initial bound
|lxo — 2*||]2 < R, this term is bounded in aggregate over all iterations. So we bound the function

T—1 T—1 T—1
1 o L V@3 1 2t = i = |2 — 213
— _ < = YA
T f(e) f(x)fTZ 5 +TZ 2
t=0 t=0 t=0
0GP ot ol = " —arlf _nG? | B
- 2 2nT - 2 2nT



where the first step was by the calculation above for each iterate, in the second step we bounded
each gradient ||V f(x¢)|l2 < G by the Lipschitz condition, and we bounded the sum by noting it
is a telescoping series, and in the final step we used that ||z* — 2zr||2 > 0 and our initial bound

|lxo — x*||2 < R. Finally we can choose n = to balance terms. Therefore we can bound the

G2T
minimum function gap over all iterations

T-1

_ . 1 . R2G?
min () = 1) € 3 ) = 167) £
We can also use convexity to bound the function gap for the average iterate T := & Zt 0 Tt
T-1
_ . 1 . R2G?
f(w)—f(w)<T;f(fvt)—f($)§ =
where the first step is by Jensen’s inequality. 0

We note that the step-size above requires knowledge of the time horizon 7. In order to avoid
this, we could consider a different step-size 7; ~ 1/+/t. The algorithm for the strongly convex and
Lipschitz case also uses a similar time-varying step-size.

Theorem 10. Let f be a-strongly convex and G-Lipschitz. Then for update
ze1 — V(@)  with neoc1/at,
there is an appropriately averaged iterate T € conv{z,} such that

2
f@) - fah S o

Proof: We first use strong convexity to get a better lower bound for the function:

7, 1
flx) + o 5 Ul = willg > Flan) + (VF @), w — 20) + 277,5”37 — 3.
We can now repeat the rest of the argument to get
-1
n o —« el V£ (2013
@)+ e a3 > fa - BTN L L
2 2 20y
Rearranging this gives bound
| Vi@)E | ' — o !
flao) — fay < TIVIEONE B2 @y gy e,

In order to apply telescoping when we sum up these terms, we need 7, o= 77;11. We want
ny ' = a so that the first error term ||z — z1[|2 vanishes. The choice n; ' = a(t + 1) satisfies these

properties so we get

< [ 13 HVf )13
> flm) — fa <0+Z%( ot +a(t+1) — +Z ) 2
t=1

IA
Q|+
b
ERV;
no
Q
[\]

—— < G*logT,

i
I



where ;! —a = 0 and |Jz — 27|[2 > 0 so all distance terms cancel, in the second step we use the
Lipschitz condition to bound the gradient, and in the final step we use ), 1/t ~ logT. Taking the
average would give the stated convergence result up to a logT factor.

In the online setting, where we are given a possibly different adversarially chosen f; in each
iteration, it is known that this result is tight, i.e. the logT term is necessary and the average regret
diverges for T' — oo. On the other hand, note that this update step does not require knowledge of
the time horizon.

In our simpler setting where there is only a single objective function f, we can choose a slightly
different step-size and averaging argument. Namely, we bound

—1

S H(f () <Zt Ut ”2+Z L T R

Now in order for the telescoping to work, we still want 7, L' = &, but now we want t(n, !

(t — 1)n, Y. For this we choose 1, ! = a(t + 1)/2 which gives

—a) =

T
. HVf xt H |z — :ctH at  at+1) -2« G?
S () — fat) < 3o TR 4§ 2( (t—1)2+2><T

t=1 t t>2

where again all the distance terms cancel by our choice of 7, and we apply the G-Lipschitz condition
to bound the gradient. Applying Jensen’s inequality to z = ) _,(2t/T(T+1))x; gives the final bound

2
7@) = 10 < 3 s () = Fa) S S

O

In the next section we show that the guarantee for the Lipschitz setting is optimal! I.e. there

exists worst-case instances such that any algorithm with access to function evaluation and gradients

must have iteration dependence of the form 1/¢2. On the other hand, the guarantee for the first
two cases, those involving smoothness, are surprisingly not optimal.

3 Lower Bounds

Theorem 11 (Theorem 3.13 in Bubeck). For any T < n and any G > 0, there exists a convex
function f : R™ — R that is G-Lipschitz such that any black-box algorithm with access to function
evaluation and (sub-)gradients must satisfy

RG
min f(x;) > min +Q
i (e > iy 1(0) + (52,
Theorem 12 (Theorem 3.14 in Bubeck). For any T < (n —1)/2 there exists a (quadratic) convex
function f that is B-smooth, such that any black-box algorithm with access to function evaluation
and gradients must satisfy
Bllzo — 2*[I3
min f(x ¥ 2 —=.
min (o) ~ /(") 2 0
We make some remarks about the parameters before the proof. Note the assumptions that
n 2 T in both cases. These are necessary, as for T' > n we could apply the cutting plane methods
of the previous note to achieve exponential convergence, so there cannot be any lower bound of the



form 1/v/T or 1/T? as stated. Also note that the second lower bound in theoremhas convergence
rate 1/T2, whereas the analysis of gradient descent given in theorem [§| has rate 1/7'. It turns out
that there is actually an improved algorithm, known as accelerated gradient descent, which has a
better convergence rate and matches the lower bound. We will discuss this in a later lecture.

From a technical perspective, the hard instances given in the above results are somewhat simple
and can in fact be solved exactly in O(n) iterations. The key is that sub-gradients only reveal limited
information about the function, so any black-box algorithm will require many iterations in order
to ‘see’ the function on the whole space.

Proof: [Proof of theorem For this construction, we will use a non-differentiable function;
therefore the requirement for the oracle is GRAD(f,z) € df(x), i.e. the sub-gradient outputs an
arbitrary element of the sub-gradient set at . This freedom will be useful for us, as we will design
an adversarial oracle in order to ‘hide’ as much information about the function as possible. We
also focus on the case of T'=n —1,G =1, R = 1 and discuss the simple extensions to the general
parameters at the end.

The instance is as follows:

f(x) := max x;.
i€[n]
This is clearly convex since it is a max of linear functions, and 1-Lipschitz can be directly verified.

Next we design an adversarial subgradient oracle. The subdifferential at x can be computed as

Of(x) = conv{e; | i € [n],z; = f(z) = maxx;}.
J€n]
The oracle GRAD(f,z) will output e; such that ¢ is the first maximizing index z; = f(z). This
allows us to ‘hide’ information as we reveal at most one new coordinate in each iteration.

We next calculate the optimizer over the ball: it is clear that for z* := —1/y/n we have || z*||3 = 1
and f(z*) = —1/4/n; we show that this is optimum as for = € BY:
—1

. 2 Zze[n] |‘TZ|2 1 . . .
min |z;|* < ———— < — = min f(z) > min (— m1n|xi|) > —.
i€[n] n n llz|l2<1 z€BY i€[n) NLD

IN

For the sake of our analysis, we assume z¢p = 0 and the algorithm only queries points that are
in the span of points and gradients seen so far:

x; € span{go, ..., gr—1}

where g5 is the output of the sub-gradient oracle for query x,. This is a technical assumption that
can be removed by slightly changing the instance (e.g. consider different linear functions instead
of coordinates), but we leave this extension to the reader. Now we claim that supp(z;) € [t] for
all t < n. This can be shown by induction, as g = 0,gp = e1, so therefore x; € span{e;} =
supp(z1) C [1], g1 = eg; then in the next iteration xg € span{e;,ea} = supp(x2) C [2], 92 = e3;
and so on. While supp(z:) C [n] there must be some zero coordinate, so f(z;) > 0 for all ¢ < n.

=

Putting this together with our optimum calculation, we have for all T < n:

1
i — mi >0——.
min f(ze) Join f(@) = T
To improve the bound from 1/y/n to Q(1/vT) for small T < n, we can modify the function

fr(z) = max;cpyq) @; similarly if we want the function to be G-Lipschitz we can consider Gf,
and the analysis for the optimizer over R - BY is the same with an additional R factor. O



Proof: [Proof of theorem [12] We focus on the case of T'= Q(n), 8 = O(1), R = O(1) and leave
the simple extensions to the general parameters to the reader. For this construction, we will use a
simple quadratic function:

2 i=j
1
flx) = 5(;8,1433) — (z,e1) where A;;=4q-1 |i—j|=1.

0 otherwise

For some intuition, the matrix A is a small modification of the Laplacian of the path graph. We
next show this function is convex:

(x,Az) = |z1|> + |20 > + Z (Tit1 — ;)%
1€[n—1]

which is clearly positive for all z # 0, i.e. A > 0 which implies f is (strictly) convex. We can also
verify smoothness by bounding the quadratic

(@, Az) < |21 + |z + ) (203 +227) < O(D)]l3,
1€[n—1]

so A= 0O(1)I,ie. fis O(1)-smooth. f is differentiable so
GRAD(f,z) =V f(z) = Az —ey.

Note that if supp(x) C [k] then supp(V f(z)) = supp(Az — e;) C [k + 1], since A has non-zero
entries only on one sub- and super-diagonal. This intuitively gives the same consequence as the
previous proof, that the algorithm will only see one dimension each iteration, so will not be able to
find the optimum globally for Q(n) iterations.

We next need to calculate the optimizer. We will also need optimizers with some given support,
so for shorthand we let A*l be the top kxk principal submatrix of A and f*(z) == 3(z, Akz)—(z, e1),
where we assume supp(z) C [k] by abuse of notation in this definition. All of these functions are
(strictly) convex, so we can compute the optimizer using the critical equation

2F =argmin f*(z) <= VfE@r) = ARk —e =0.
x
We claim that A* is invertible, so this equation has a unique solution. Explicitly xf =1- ﬁ as

can be verified directly, and we can bound the norm

k k

k+1—i)? 1 ,
L e a1 D DT

i=1 Jj=1

At this point, the value of the objective is

1

FH) = FHR) = Sk, AR — o) — ek ) = 5

2k + 1’

where in the first step we used supp(z*) = [k], and in the last step we used that A¥z* —e; = 0.
To simplify our analysis, we assume xg = 0 and the algorithm only queries points that are in
the span of points and gradients seen so far:

Tt € Span{vf($0)a ) Vf($t,1)}-



Now we claim that supp(z:) € [t] for all ¢ < n. This can be shown by induction and the observation
supp(z) C [k] = supp(Vf(z)) = supp(Ax —e1) C [k + 1]. Therefore by iteration 7' < n, we have

T n
i > i = fxl Y= ——— > ny_— ____°
{g[l%l}f($t) > Sup&l;)ngﬂf(w) flz") ST 11) 2 fz") St 1)
which gives the required gap of T > Q(n) as ||zg — 2"||3 ~ n. O

The above two constructions can be simply modified (by scaling by a constant and adding «
times a quadratic) in order to give similarly tight lower bounds for the strongly convex setting. We
leave this extension to the reader.
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